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Inode numbers – addresses for files 
 
Unix files are known by are located using “inode” (index node) numbers.  In the old days, 
an inode was a small (128 byte) area of disk containing crucial information about a file.  
This information included: 
 User-id of the file’s owner 
 Group-id of file’s group 
 Permissions associated with file 
 Time of file’s last access, modification, and inode modification 
 File size 
 Locations, by disk blocks, of the file’s first data blocks 
 Location of “index blocks” used to find the data blocks of large files 
 
All of the inodes were located within a single area of consecutive sectors on disk.  This 
effectively formed an array of inodes.  The numbers used to index into this array are 
called inodes numbers. 
 
Although no modern Unix operating system stores all the inodes of a disk in a contiguous 
areas and many don’t even have inodes any longer, all files continued to be addressed by 
a pair of numbers:  device or disk numbers, and inode number within device. 
 
For historical reasons, some inode numbers are reserved for special purpose.  0 is never 
used as an inode number, though sometime it does indicate an unused directory entry.  
Inode number 1 was reserved for use as a special “file” that contained all the bad disks 
blocks that should not be assigned to “real” files.  Finally, the root of a disks file system 
is always given inode number 2. 
 
The Unix command “ls –i” will list the inode number of a file or of files within a 
directory.  Here’s some output of the running of “ls –i” on an overgrown Unix 
directory. 
 
woodfin% ls -i                                                   
52725 Fall1989        17963 Fall2002         6228 Spring2002     
48149 Fall1990        48298 Spring1990      81754 Summer2000     
53948 Fall1991        48163 Spring1991      25107 common         
46178 Fall1992        46197 Spring1992      72032 index.html     
 
About the only interest most application programmers have in inode numbers is that they 
can be used to determine if two files, opened under different names, are in fact the same 
file.  For example, if /tmp/Love and /tmp/Hate both have inode number 333; we 
know that they are really the same file. 



Directory format 
 
However, the purpose of this document is to look at two different ways of storing 
directory information in Unix:  One, is the old-fashioned way based on sequential search; 
and the other is a new directory structure that uses binary search, hashing, and even B-
trees. 
 
“Fast” file system directories 
 
In the mid-80’s, researches at the University of California at Berkeley released a new 
version of Unix called BSD, for Berkeley Software Distributions.  At that time, they 
created a new format for Unix directories.  Because there are many applications which 
directly read the information stored in “directory files” at the binary level, it is very 
difficult to abandon this directory format so it continues to live.  In fact, the present 
format is effectively required because it is specified in the POSIX standard.  
Consequently, improvements to the directory format are generally made by creating new 
auxiliary structures to contain information regarding the files of a directory. 
 
The directory file contains many directory entries, each corresponding to a file or 
subdirectory of the parent directory.  In general directory entries are added to the 
directory file in the order that directories are created.  In particular, directory entries are 
not sorted alphabetically.  If an application wishes to present an ordered listing of a 
directory, it must read all the directory entries and then sort them. 
 
Each directory entry consists of four fields: 
1) The inode number; 
2) The length of the directory entry; 
3) The length of the file or subdirectory name stored within the directory entry; 
4) The file or subdirectory name – generally followed by padding. 

You might think that the length of the directory entry could be inferred from the length of 
the file name it contains.  However, this is not the case for several reasons. 
1) No directory entry may be split between two sectors.  Let’s says that we have 

used up 480 bytes of a sector and we’re ready to add a directory entry that 
requires 60 bytes.  Because we do not want this directory entry to be split across 
two sectors, we close off the last directory entry of the present sector by giving it 
an additional 32 bytes of padding.  Then we add the new directory entry into a 
new sector.  Most Unix operating systems really allocate directory entries so that 
the last entry within directory contains enough padding to fill the sector.  New 
entries are then added, if possible, within that padding. 

2) In some systems, when a directory entry is deleted the space used by that entry is 
added to the padding of the preceding node.  When new entries are added to a 
directory, the operating system first looks for an existing entry with enough 
padding to hold the new entry. 

3) Some Unix vendors actually store useful file information in the padding of 
directory entries.  This way, the vendor can cheat on the POSIX standard and 
stored additional, generally undocumented, fields in the directory entry. 



As you can see, the standard directory format has some real problems in the area of 
operating system efficiency.  Since directory entries are unordered, sequential search 
must be used to located files within a directory.  In early versions of Unix, where there 
were few files into a directory, file name search wasn’t a problem.  Today there are some 
applications, like network servers, which store tens of thousands of files within a 
directory.  In these cases, file name lookup can become a system bottleneck. 
 

The designers of the “Fast” file system did one rather simple optimization to speed up file 
name lookup.  They recognized that they were many applications that were looking up 
file name entries in the same order they were stored in the directory.  Suppose, for 
example, that one of these applications is traversing a directory.  The 500th entry of this 
directory could be a file called Abel.  The 501st entry could be for a file called Cain.  
The application would open Abel and then, just a few milliseconds later, open Cain. 
 
You’d think that the operating system would begin the search for Cain at the 501st entry; 
however, that was not the case.  For more than a decade, the Unix operating system 
always started every file name search from the first directory entry.  This rather obvious 
change, made in the mid-80’s, did speed up file name lookup for applications that were 
traversing directories, but it didn’t help out with applications that were accessing 
“random” files within large directories.  This still required a sequential search. 
 
HP/Compaq/Digital Tru64 AdvFS (Advanced File Systems) 
 
The true solution to this problem is, of course, to use all those neat data structures we 
learn in CSCI 333.  The Tru64 Unix operating system of Hewlett-Packard uses hashing, 
binary search, and B-trees to obtain a significant increase in performance for file name 
lookup. 
 
Using B-trees to organize directory entries makes a lot of sense.  It’s clear that all you 
really need is a B-tree with the file name as the key.  However, this is our first problem.  
With B-trees you need a fixed-size key.  Although most Unix file names are relatively 
small, say twelve or fewer characters in size, they can actually be up to 256 characters 
long. 
 
The first solution to this problem would be to choose some reasonable number N (say 12) 
and use the first N characters of the file name as a key.  This would certainly result in 
instances where several files had the same key, but there’s another easy solution to that.  
Remember, the “old” directory format.  We can’t discard it, because it’s part of the 
POSIX standard.  So, we can have our B-tree map an N character string to a directory 
entry.  If we had to look up a long file name such as This.Is.A.Long.Filename, 
we could go into the B-tree using the first N characters, say This.Is.A.Lo, as a search 
key.  The B-tree lookup would return a list of possible directory entries that starting with 
This.Is.A.Lo, and we could search them for the entire file name.  This is a 
reasonable solution, but it would require N bytes for each key and N would probably have 
to be at least 12.   
 



AdvFS actually does a bit better than this.  It takes the file name and, using an ELF-like 
functions, hashes it into a 32-bit, or 4-byte, number.  Now when the operating system 
wishes to find This.Is.A.Long.Filename, it hashes that string into a four-byte 
value and uses that as a key for a B-tree lookup.  Since several strings may hash into the 
same 4-byte “key”, the operating system may still have to look at several directory 
entries; however, since the ELF-like hash function is more “random” than a function that 
extracts the first N characters of a file name, you’d generally expect to find fewer file 
name mapped to the same “key”. 
 
The small 4-byte key also allows many records to be stuffed within a single node.  In 
fact, the nodes are 8192 bytes in size and may contain up to 1024 keys.  This makes for 
some very bushy B-trees.  By the way, because the number of keys within a node is so 
large, it’s really important that we use binary search to find the correct key. 
 
But you know may ask:  What about range queries?  One of the big advantages of B-trees 
is that it supports efficient range queries such as: 

Find all filenames from bulldog.dat to cscireq.txt. 
Well, that’s something that just doesn’t seem to be something that’s just never been 
supported in a Unix file system.  There are simply no standard functions to do this sort of 
range query.  Certainly, the ls command would benefit in having a fast way to generate 
a sorted list of files, but no one seems to be worrying about ls.  If you have a directory 
with ten thousand files and try to list then, you deserve to wait for the results. 
 
Although knowledge of CSCI 333 data structures takes you a long way in solving this 
problem, you still need some CSCI 331 operating system knowledge to complete your 
solution.  In CSCI 333, we think of a single application manipulating a set of data 
structures.  However, in Unix we have an operating system supporting thousands of 
applications.  Several of those applications could be simultaneously looking up files with 
in single directory. 
 
Worse yet, suppose one application is creating a file.  This creation could result in a chain 
of node modifications and splits that could progress to the very root of that tree.  At the 
same time, another application could be looking up a file and trying to use some of the 
same nodes that are being modified.  This is where you must augment use some of those 
concurrency control algorithms taught in your “standard” operating system course. 
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