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ECE 206, Fall 2001: Lab 4 
Character Input/Output 

Learning Objectives 
This lab will give you practice the main I/O routines provided by the LC-2 simulator: 
GETC, OUT, and PUTS.  You will write a program that accepts user input and prints a 
corresponding text pattern on the console. 

Background 

Input/Output Routines 
As you’ve learned in class, the TRAP instruction is used to invoke a system call.  In the 
LC-2 simulator that we’re using, there are five predefined system calls, listed in the 
following table: 
 
Trap 

Vector Symbol Description 

x20 GETC 
Read a single character from the keyboard.  The character is not  
echoed onto the console.  Its ASCII code is copied into R0.  The high 
eight bits of R0 are cleared. 

x21 OUT Write a character in R0[7:0] to the console. 
x22 PUTS Write a string pointed to by R0 to the console. 

x23 IN 

Print a prompt to the screen and read a single character from the 
keyboard.  The character is echoed onto the console (followed by a 
linefeed), and its ASCII code is copied into R0.  The high eight bits of 
R0 are cleared. 

x25 HALT Halt execution and print a message on the console. 

 
Except for HALT, these are input/output (I/O) routines, used to move information 
between the processor and the external world.  In this case, the external world is 
represented by the keyboard and the console. 
 
Because these are character-oriented devices, the I/O routines deal with ASCII character 
codes, not bytes or signed integers, etc.  When you prompt the user to input a number and 
she types “1”, GETC will not return the value 1 in R0.  It will return the value x31, the 
ASCII code for the character ‘1’. 
 
Consider the example program in Figure 10.14 of the text: 
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IN ; Input from keyboard.
ADD R1, R0, #0 ; Make room for another input.
IN ; Input another character.
ADD R0, R1, R0 ; Add the two inputs.
OUT ; Display the result.
HALT

 
The result of running this program (with the proper .ORIG and .END statements, of 
course), is shown below.  The user inputs the numbers 2 and 3 (shown in red), and the 
displayed sum is ‘e’. 
 
Input a character>2 
 
Input a character>3 
e 
----- Halting the processor ----- 
 
This is because we haven’t added the numbers 2 and 3.  We’ve added the characters ‘2’ 
(x32) and ‘3’ (x33); the resulting value is x65, which is the ASCII code for ‘e’.  If we 
wish to interpret characters typed by the user as numbers, then we have to convert from 
ASCII to binary. 
 
For a single digit, this is simple.  The ASCII code for ‘0’ is x30, for ‘1’ is x31, and so 
forth.  We simply subtract x30 from the ASCII code to get the corresponding decimal 
digit.  
 
Decimal numbers greater than 9 require multiple digits (and thus multiple input 
characters).  Section 10.3.2 in the text shows a subroutine that converts a three-character 
string to a decimal number.  (If you haven’t learned about subroutines yet, just think of 
this as a program, and think of the RET instruction as HALT.)  The basic idea is to 
convert each digit character to a number, and then multiply each according to its position.  
The tens digit is multiplied by 10, the hundreds digit by 100, etc., and results are all 
summed together.  (Notice the use of the lookup table to do multiplication.) 
 
We’ll talk more about ASCII to binary conversion, but first let’s explore dealing with 
multiple-character inputs. 
 

Multi-Character Input 
 
Whenever we are reading in multiple characters from the keyboard as part of a single 
logical input, we have two concerns: 
 

1. What do we do with the characters as we read them? 
2. How do we know when all the digits have been typed? 
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For the first question, there are two general answers.  On the one hand, we can reserve 
some space in memory to store the characters, and then process them as needed later.  
This implies that you have some idea of the maximum number of characters that can be 
input.  This approach is needed when the processing depends on all the characters, such 
as sort letters or words in alphabetical order.  On the other hand, we can process the 
characters as they come in, removing the need for intermediate storage in memory.  
 
The ASCII-to-binary routine in the text (10.3.2) uses the first method.  It assumes that 
three characters have been entered into memory.  The following flowchart represents the 
2nd strategy, in which digits are processed as they come in.  In each step, we multiply the 
previous accumulated value by ten (equivalent to shifting one space left in a decimal 
representation) and then adding in the current digit. 
 

Initialize result
(R2 = 0)

Accumulate
(R2 = R2*10 + R1)

YES

Read next char
Print to console

Convert to number
(R1 = R0 - x30)

is a digit?
NO

ERROR

 
 
The lookup table approach for “multiply by 10” doesn’t work well here, because we’re 
multiplying a potentially large number by ten.  Instead, we can write a loop that adds the 
number 10 times.  A more efficient method is to recognize that xxx 2810 += ; we can 
easily multiply by eight (three left shifts) and by two (one left shift) and add those results 
together, resulting in five adds rather than ten. 
 
Note that this routine never ends, unless a non-digit is entered.  This brings us to the 
second question: how to know when to stop looking for digits.  One approach is to read in 
a fixed number of characters, no matter what.  The second approach is to look for a 
“sentinel” character that signals the end of input.  For numbers, a sentinel character can 
be any non-numeric character, but finding a letter instead of a digit usually means that the 
user made a mistake.  Instead, the user generally presses “Enter” or “Return” when she is 
done entering digits.  The corresponding character is linefeed (LF), or ASCII code x0A. 
 
The following flowchart includes the test for LF as a terminating condition.  Even if a 
non-digit character is input, we continue reading and processing characters until LF is 
entered. 
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Initialize result
(R2 = 0)

Accumulate
(R2 = R2*10 + R1)

YES

Read next char
Print to console

Convert to number
(R1 = R0 - x30)

is a digit?
NO

is LF? DONEYES

NO

Read next char

ERROR

is LF?
NO

YES

 
 

Binary to ASCII Conversion 
Of course, print a number to the console requires converting that number to a sequence of 
characters.  Section 10.3.3 discusses that conversion process for printing decimal 
numbers.  This algorithm will not be required for this lab. 

GETC vs. IN 
We will more often use the GETC routine than IN, because IN is inflexible.  We cannot 
control the prompt that is printed, and only one character can be input.   
 
More often, we will use PUTS to print a prompt of our choosing, that’s relevant to the 
application that we are coding.  We will then use GETC to read a character and OUT to 
echo it to the console, collecting as many characters as needed by the application.  Often, 
this will mean reading characters until the user enters a linefeed (LF).  Sometimes, we 
will want to accept only a set number of characters from the user.  In this case, it usually 
make sense to print a linefeed after the last character is read, so that the user knows we’ve 
accepted the input and are proceeding with the program. 
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Prelab Exercises (30 pts) 
If you are submitting the prelab electronically, put the program in a file named 
“prelab4.asm”. 
 
Write an assembly language program that does the following: 

• Print a string on the console that prompts the user to enter an odd number between 
1 and 15. 

• Read and echo input characters from the keyboard until LF is pressed. 
• Convert the characters into a decimal number and put the result in R2. 
• If the input is not a number, or is not within the range of 1-15, or is not odd, print 

“Illegal Input.” to the console. 
• If the input is legal (odd and between 1 and 15), print “OK” on the console. 

 
To get full credit, you must provide a header and comments. 
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Laboratory Exercises (70 pts) 
Write an assembly language program that prints a diamond-shaped pattern of asterisks 
(‘*’) on the console.  Ask the user for an add number between 1 and 15; that number will 
be the height and width of your diamond. 
 
For example, if the user enters “9”, you will print 9 rows of asterisks.  The first row is 
four spaces and one *.  The second row is 3 spaces and three *’s.  The third row is 2 
spaces and five *’s.  The fourth row is 1 space and seven *’s.  The fifth row is nine *’s.  
The sixth row is 1 space and seven *’s.  The seventh row is 2 spaces and five *’s.  The 
eighth row is 3 spaces and three *’s.  The ninth row is 4 spaces and one *.  Here’s the 
result: 
 

*
***
*****
*******
*********
*******
*****
***
*

 
If the user enters an illegal value, print “Illegal Input.” to the console. 
 
To get full credit, your program must include a header and descriptive comments.  We 
strongly suggest that you plan your program using a flowchart or pseudocode before you 
begin writing assembly language instructions. 
 
Submit your program as a file named “lab4.asm”. 


